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Supervised vs Unsupervised Learning

Supervised Learning

Data: (x, y)

x is data, y is label

Goal: (x, y) Learn a function to map x -> y

Examples: Classification, regression,
Object detection, semantic
Segmentation, image captioning, etc.
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.)ervised vs Unsupervised Learning

Supervised Learning

Data: (x, y)

x is data, y is label

Goal: (x, y) Learn a function to map x -> y Cat

Examples: Classification, regression,
Object detection, semantic
Segmentation, image captioning, etc.

Classification
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Supervised vs Unsupervised Learning

Supervised Learning

Data: (x, y)

x is data, y is label

Goal: (x, y) Learn a function to map x -> y

Examples: Class|f|cat|on’ regress|on’ A cat sitting on a suitcase on the floor
Object detection, semantic
Segmentation, image captioning, etc.

Image captioning
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I Supervised vs Unsupervised Learning

Supervised Learning

Data: (x, y)

x is data, y is label

Goal: (x, y) Learn a function to map x -> y

Examples: Classification, regression,
Object detection, semantic
Segmentation, image captioning, etc.
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DOG, DOG, CAT

Object Detection




-d vs Unsupervised Learning

Supervised Learning

Data: (x, y)

x is data, y is label

Goal: (x, y) Learn a function to map x -> y

Examples: Classification, regression,
Object detection, semantic SKY, GRASS, CAT, TREE
Segmentation, image captioning, etc.

Semantic Segmentation
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Supervised vs Unsupervised Learning
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Unsupervised Learning

Data: x
Just data, no labels!

Goal: Learn hidden structure in data

Examples: Clustering, dimensionality
Reduction, density estimation, etc.



Supervised vs Unsupervised Learning

K-means clustering
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Unsupervised Learning

Data: x
Just data, no labels!

Goal: Learn hidden structure in data

Examples: Clustering, dimensionality
Reduction, density estimation, etc.




Supervised vs Unsupervised Learning

original data space

PCA component space

PC2 A e

3-d — 2d

Principal Component Analysis
(Dimensionality reduction)
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Unsupervised Learning

Data: x
Just data, no labels!

Goal: Learn hidden structure in data

Examples: Clustering, dimensionality
Reduction, density estimation, etc.



Supervised vs Unsupervised Learning

1-d density estimation

2-d density estimation
Modeling p(x)
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Unsupervised Learning

Data: x
Just data, no labels!

Goal: Learn hidden structure in data

Examples: Clustering, dimensionality
Reduction, density estimation, etc.




-rative vs Discriminative Models

Discriminative Model:
Learn a probability
distribution p(y|x)

Generative Model:
Learn a probability
distribution p(x)

Conditional Generative:
Learn a probability
distribution p(x|y)
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'nerative vs Discriminative Models

Discriminative Model:
Learn a probability
distribution p(y|x)

Generative Model:
Learn a probability
distribution p(x)

Conditional Generative:
Learn a probability
distribution p(x|y)
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Probability Recap:

Density Function
p(x) assigns a positive number

to each possible x; higher
numbers mean x is more likely.

Density functions are
normalized:

—[x p(x)dx=1

Different values of x compete
for density.



.erative vs Discriminative Models

Discriminative Model:
Learn a probability Data: x P(Catl ﬂ)
distribution p(y|x)

Generative Model: —
Learn a probability P(dogl ‘)
distribution p(x)
Conditional Generative: f p(x)dx =1
Learn a probability X
distribution p(x|y) Cat Different values of x compete

for density.
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'nerative vs Discriminative Models

Discriminative Model: P(cat| gt )
Learn a probability

distribution p(y|x) S~ q '
AT i

Generative Model:
Learn a probability
distribution p(x)

P(dog| i )

P(dog| 4 )
—p P(cat|[d)

Conditional Generative:
Learn a probability

distribution p(x|y)

Possible labels for each image compete for probability.
No competition between images.
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-rative vs Discriminative Models

Discriminative Model:
Learn a probability
distribution p(y|x)

P(cat| ##)

P(dog| ##8)

Generative Model:
Learn a probability
distribution p(x)

P(dog| B )
| — P(cat|B)

Conditional Generative:
Learn a probability
distribution p(x|y)

No way to handle unreasonable inputs; must give a
label distribution for all possible inputs.
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-erative vs Discriminative Models

Discriminative Model: P(M)

Learn a probability P( ‘ )
P(#N)

distribution p(y|x)

Generative Model:

Learn a probability
distribution p(x) ﬂ g F

Conditional Geherative: All possible images compete for probability mass
Learn a probability

distribution p(x|y)
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.erative vs Discriminative Models

Discriminative Model: P(§#
Learn a probability P( n ) (m)

distribution p(y|x)

Generative Model:
Learn a probability
distribution p(x)

Conditional Generative:
Learn a probability

All possible images compete for probability mass.

distribution p(x|y) Requires deep understanding: Is a dog more likely to sit
or stand? Is a 3-legged dog more likely than 3-armed
monkey?
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.erative vs Discriminative Models

P(E)

Discriminative Model:
Learn a probability
distribution p(y|x)

Generative Model:
Learn a probability
distribution p(x)

Conditional Generative:
Learn a probability
distribution p(x|y)
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P(El)

All possible images compete for probability mass.

Model can "reject” unreasonable inputs by giving them
small probability mass

20



'nerative vs Discriminative Models

Discriminative Model: P(g |cat)
Learn a probability ™ |cat
distribution p(y|x) j P([’-] |Cat5)(. | )P.S_. |cat)

Learn a probability

distribution p(x) H m T
Conditional Generative: :

Learn a probability
distribution p(x|y)

Generative Model P ooy o
enerative Model: og P( |dog)p
= R [ (B8 |dog)

Each possible label induces a competition across all
possible images.
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Generative vs Discriminative Models

Discriminative Model:
Learn a probability
distribution p(y|x)

Recall Bayes’ Rule:

Generative Model: P(xly) = wp(?()

Learn a probability
distribution p(x) p(:V)

Conditional Generative:
Learn a probability
distribution p(x|y)
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Generative vs Discriminative Models

Discriminative Model:
Learn a probability
distribution p(y|x)

Recall Bayes’ Rule:

Discriminative Model

P(ylx)

Generative Model: —
Learn a probability P(le) - ( ) p(X)
distribution p(x) Conditional p y Unconditional
Generative Model Prior over Generative Model
labels

Conditional Generative:
Learn a probability
distribution p(x|y)

We can build a conditional generative model from other
components -+ but not common in practice.
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Generative vs Discriminative Models

Discriminative Model:
Learn a probability
distribution p(y|x)

Assign labels to data
Feature learning (with labels)

Generative Model:
Learn a probability
distribution p(x)

Conditional Generative:
Learn a probability
distribution p(x|y)
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Generative vs Discriminative Models

Discriminative Model:
Learn a probability —l
distribution p(y|x)

Assign labels to data
Feature learning (with labels)

Generative Model: Detect outliers
Learn a probability =P  Feature learning (without labels)
distribution p(x) Sample to generate new data

Conditional Generative:
Learn a probability
distribution p(x|y)
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Generative vs Discriminative Models

Discriminative Model:

Learn a probability —l

distribution p(y|x)

Generative Model:

Learn a probability —p

distribution p(x)

Conditional Generative:
Learn a probability
distribution p(x|y)
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Assign labels to data
Feature learning (with labels)

Detect outliers
Feature learning (without labels)
Sample to generate new data

Assign labels while rejecting outliers
Sample to generate data from labels

26



Generative vs Discriminative Models

Discriminative Model:
Learn a probability
distribution p(y|x)

Generative Model: )
Learn a probability
distribution p(x) Generative models means either of
these; conditional generative models

... . are most common in practice
Conditional Generative: P

Learn a probability
distribution p(x|y) /
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Why Generative Models?

Modeling ambiguity: If there are many possible outputs of x for an
input y, we want to model p(x|y).

Language Modeling: Produce output text x from input text y

They sample from a
learned P, A distribution-
structured, free. Each
token comes conditionally,
on all the ones that used
to be.

Write me a short

thyming poem about —
generative models
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-erative Models?

Modeling ambiguity: If there are many possible outputs of x for an
input y, we want to model p(x|y).

Image to Video: What happens next?
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Taxonomy of Generative Models?

Cannot
Model Generative models compute p(x)
can compute but can sample
p(x) I | from p(x)
Explicit density Implicit density [terative
Can directly i
Really ) approximate
compute | App;()();;nate Sampl(i)from | samples from
() | | r@ | | @
Explicit density Approximate density Direct Direct
Autoregressive Variational Generative Diffusion
Autoencoder Adversarial Models
(VAE) Network (GAN)
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d Estimation

Goal: Write down an explicit function for p(x) = f(x, W)
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-ikelihood Estimation

Goal: Write down an explicit function for p(x) = f(x, W)

Given dataset x™, x® ., x™ train the model by solving:

* _ ) Maximize the probability of training data
W = argmax ﬂiﬂx ) (Maximum likelihood estimation)
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Maximum Likelihood Estimation

Goal: Write down an explicit function for p(x) = f(x, W)

Given dataset x™, x® ., x™ train the model by solving:

* _ @ Maximize the probability of training data
w argmax l_Lp e (Maximum likelihood estimation)

= argmax Y;logp(x®) Log trick: Swap product and sum
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Maximum Likelihood Estimation

Goal: Write down an explicit function for p(x) = f(x, W)

Given dataset x™, x® ., x™ train the model by solving:

* _ 0] Maximize the probability of training data
w argmax l_Lp(x ) (Maximum likelihood estimation)

= argmax Y;logp(x®) Log trick: Swap product and sum

@ This is our loss function.
= argmax },; log f (x*, W) Maximize it with gradient descent
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dels

Goal: Write down an explicit function for p(x) = f(x, W)

Assume x is a sequence: x = (xq,%X2, -, XT)
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e Models

Goal: Write down an explicit function for p(x) = f(x, W)

Assume x is a sequence: X = (x1,X2, ., XT)

Use the chain rule of probability:

p(x) = p(xy, %3, %3, ..., X7)

= p(x)p(xzlx)p(x3]x1, x2) .0

T
= [Tt=1 P Ceelag, ooy x4—1)

University of Science and Technology of China | 2026 | sherrylone.github.io
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-ressive Models

Goal: Write down an explicit function for p(x) = f(x, W)

Assume x is a sequence: X = (x1,X2, ., XT)
We have already seen this! Use the chain rule of probability:
p(xs) p(x;) plxs) p(xs) p(x) = p(xq, x5, X3, ., X7)
$ 44 = p(r)p (e |x1)p (X3 lx1, %) ..
11 Tz 13 I‘ = [Mi=1 pCxelxy, ooy Xemq)
Xo Xy Xy X3

Language modeling with RNN
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Goal: Write down an explicit function for p(x) = f(x, W)

Assume x is a sequence: X = (x1,X2, ., XT)

FAEAEA Use the chain rule of probability:

Preduct(~+), Sum(#$)
Language vl [o] p(x) = p(xy, x2, X3, ..., X7)
modeling with = P(Tx1)P(x2|X1)p(x3|x1.xz)
masked ey = [li=1p(xel%1, o) Xp—1)

Transformer  [Ki—[=] [=]
[ F=i[-=] [ea] [ea]
[ K Fi[le ]

o
ok
o

Jcy)

1

39
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.\utoregressive Models of Images

Treat an image as a sequence of 8-bit subpixel values | GENERATIVE MODELS |
(scanline order) D G By
* Training

+ Generation

Predict each subpixel as a classification among 256 values
[0--255]

Model with an RNN or Transformer

-
B
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.l-\utoregressive Models of Images

Treat an image as a sequence of 8-bit subpixel values GENERATIVE MODELS ‘

(scanline order) N[ [or

Predict each subpixel as a classification among 256 values \

[0--255] 3

Model with an RNN or Transformer

Problem: T ive. 1024x1024 image i l///l///l//

roblem: Too expensive. X image is a sequence .

of 3M subpixels.
D/ﬂ///b/
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.Jtoregressive Models of Images

Treat an image as a sequence of 8-bit subpixel values
(scanline order)

Predict each subpixel as a classification among 256 values
[0--255]

Model with an RNN or Transformer

Problem: Too expensive. 1024x1024 image is a sequence
of 3M subpixels.

Solution (jumping ahead): Model as sequence of tiles, not
sequence of subpixels.

University of Science and Technology of China | 2026 | sherrylone.github.io

GENERATIVE MODELS

Generamie |1

o et '—»cvm/r
+ Training

 Generation

5
P!
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Variational Autoencoders

PixelRNN / PixelCNN explicitly parameterizes density function with a neural network, so we can
train to maximize likelihood of training data:

T
pw(x) = | | pw (X¢|X1, oo, Xe—1)
t=1
Variational Autoencoders (VAE) define an intractable density that we cannot
explicitly compute or optimize

But we will be able to directly optimize a lower bound on the density
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-Variational) Autoencoders

Idea: Unsupervised method for learning to extract feature z from input x, without labels

Features should extract useful
information (object identity, appearance,
scene type, etc) that can be used for

downstream tasks.

Encoder can be MLP,
CNN, Transformer

e

Encoder

Features

N

Input data x

Input Data
45
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-iational) Autoencoders

Problem: How can we learn without labels?

Solution: Reconstruct the input data with a decoder.

Decoder can be MLP, CNN,
Transformer, -

Decoder
Features

Encoder

RN,

Input data

Input Data
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-Iariational) Autoencoders

Loss: L2 distance between input and reconstructed data.

Reconstructed Data

Dose not use any labels! Loss Function
Just raw datal! [1Z — x||3
Reconstructed J
input data 25
I Decoder
Features z
I Encoder
Input data x —

Input Data
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-riational) Autoencoders

After training, can use the encoder for downstream tasks

Loss Function
(Softmax)

™

Predicted label

Features

Input data

University of Science and Technology of China | 2026 | sherrylone.github.io

=
J

Classifier

Encoder

Reconstructed Data

=
lﬂ!ﬁ'ﬁ!ﬂ
a7l < S

Input Data

48



toencoders

If we could generate new z, could use the decoder to generate images

Generated image

Decoder
Features z
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al) Autoencoders

If we could generate new z, could use the decoder to generate images

Generated image

|

X
I Decoder
Z

Features

Problem: Generating new z is not any easier than generating new x

University of Science and Technology of China | 2026 | sherrylone.github.io
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al) Autoencoders

If we could generate new z, could use the decoder to generate images

Generated image

|

X
I Decoder
Z

Features

Problem: Generating new z is not any easier than generating new x

Solution: What if we force all z to come from a known distribution?
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coders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

University of Science and Technology of China | 2026 | sherrylone.github.io
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al Autoencoders

Probabilistic spin on autoencoders:

L DL
Assume training data {x®} _ is generated

1. Learn latent features z from raw data from unobserved (latent) representation z

2. Sample from the model to generate new data

Intuition: x is an image, z is latent factors
used to generate x: attributes, orientation, etc.

University of Science and Technology of China | 2026 | sherrylone.github.io 53



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

X
po (x|z®) ‘
Z

Sample z
From prior
pe(2)

University of Science and Technology of China | 2026 | sherrylone.github.io

ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z

Intuition: x is an image, z is latent factors
used to generate x: attributes, orientation, etc.
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Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

=

Sample z
From prior

pe(2)

University of Science and Technology of China | 2026 | sherrylone.github.io

S [—

ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z

Intuition: x is an image, z is latent factors
used to generate x: attributes, orientation, etc.

Assume simple prior p(z), e.g. Gaussian

55



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

L, =

Sample z
From prior z
pe(2)

University of Science and Technology of China | 2026 | sherrylone.github.io

ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

If we had a dataset of (x, z) then train a
conditional generative model p(x|z)
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Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

> =

Sample z
From prior z
pe(2)

University of Science and Technology of China | 2026 | sherrylone.github.io

ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

If we had a dataset of (x, z) then train a
conditional generative model p(x|z)

We don't observe z, so marginalize:

Py () = f Py (x,2)dz = f P (x12) ps (2)dz

57



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

> =

Sample z
From prior z
pe(2)
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ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

If we had a dataset of (x, z) then train a
conditional generative model p(x|z)

We don't observe z, so marginalize:

Py () = f Py (x,2)dz = f P (x12) po (2)dz

Ok, we can compute this with the decoder 58



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

> =

Sample z
From prior z
pe(2)
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ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

If we had a dataset of (x, z) then train a
conditional generative model p(x|z)

We don't observe z, so marginalize:

Py () = f Py (x,2)dz = f P (x12) ps (2)dz

Ok, we assumed Gaussian prior for z 59



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

> =

Sample z
From prior z
pe(2)

University of Science and Technology of China | 2026 | sherrylone.github.io

ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

Another idea: Try Bayes’ Rule:

pe(x|2)
pe(z|x)

pe(x) = p(2)

60



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

L, =

Sample z
From prior z
pe(2)
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ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

Another idea: Try Bayes’ Rule:

pe(x|2)
pe(z|x)

pe(x) = p(2)

Ok, we can compute this with the decoder 61



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

L, =

Sample z
From prior z
pe(2)
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ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

Another idea: Try Bayes’ Rule:

pe(x|2)
pe(z|x)

pe(x) = p(2)

Ok, we assumed Gaussian prior for z 62



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

L, =

Sample z
From prior z
pe(2)
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ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

Another idea: Try Bayes’ Rule:

pe(x|2)
pe(z|x)

pe(x) = p(2)

Problem: no way to compute this 63



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

L, =

Sample z
From prior z
pe(2)
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ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

Another idea: Try Bayes’ Rule:

pe(x|2)
pe(z|x)

pe(x) = p(2)

Problem: no way to compute this

Solution: Train another network that learns
q¢ (z]x) = pg(z]x)

64



Variational Autoencoders

Probabilistic spin on autoencoders:

1. Learn latent features z from raw data
2. Sample from the model to generate new data

After training, sample new data like this:

Sample from
conditional

po (x]z9)

L, =

Sample z
From prior z
pe(2)
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ini O
Assume training data {x(} _ is generated
from unobserved (latent) representation z
How can we train this?
Basic idea: maximum likelihood

Another idea: Try Bayes’ Rule:
_ polxlz)
po(z|x)

_ pox|2)

pe(x) ~ 4ol

p(2) p(2)

Solution: Train another network that learns
q¢ (z]x) = pg(z]x)
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Variational Autoencoders

Decoder Network: Encoder Network: If we can ensure that
Input latent code z, Input latent x, qp (z]%) = pg(x|2),
Output distribution over Output distribution over

data x latent codes z then we can approximate

~ Pe(X12)
po () ~ 22 p(2),

Idea: Jointly train both encoder and
decoder.

Po(x|2) q¢(2]%)
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Variational Autoencoders

Decoder Network: Encoder Network:
Input latent code z, Input latent x,
Output distribution over Output distribution over
data x latent codes z
pe(x|2) q¢(z|x)
VA X
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If we can ensure that

4y (2|x) = po(x]2),

then we can approximate
. Po(X1Z)

Po() = 225 p(2),

Idea: Jointly train both encoder and
decoder.

Aside: How to output probability
distributions from neural networks?

Networks outputs mean (and std) of a
(diagonal) distribution.
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Variational Autoencoders

Decoder Network: Encoder Network:
Input latent code z, Input latent x,
Output distribution over Output distribution over
data x latent codes z
Pe (x]2) = N(uyz, 0%) q¢ (21%) = N(uzx, Z;1x)
Ux|z Uz|x 2g\x
VA X
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If we can ensure that

4y (2|x) = po(x]2),

then we can approximate
. Po(X1Z)

Po() = 225 p(2),

Idea: Jointly train both encoder and
decoder.

Aside: How to output probability
distributions from neural networks?

Networks outputs mean (and std) of a
(diagonal) distribution.
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Variational Autoencoders

Decoder Network:
Input latent code z,
Output distribution over
data x
Po (le) = N(ux|ZJ 0-2)
1 2
logpy (x|2) = — o |lx —ull, + C;

Ux|z

Encoder Network:
Input latent x,

Output distribution over
latent codes z

d¢ (zlx) = N(uz|xr 2:z|x)

Uz|x Zzx
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If we can ensure that
qp (z]%) = pg(x|2),

then we can approximate

~ Pe(X12)
po () ~ 22 p(2),

Idea: Jointly train both encoder and
decoder.

Maximizing log pg (x|z) is equivalent to
minimizing L, distance between x and
network output!
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Variational Autoencoders

Decoder Network:
Input latent code z,
Output distribution over
data x
Po (le) = N(ux|ZJ 0-2)
1 2
logpy (x|2) = — o |lx —ull, + C;

Ux|z

Encoder Network:
Input latent x,

Output distribution over
latent codes z

d¢ (zlx) = N(uz|xr 2:z|x)

Uz|x Zzx
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If we can ensure that

4y (2|x) = po(x]2),

then we can approximate
. Po(X1Z)

Po() = 225 p(2),

Idea: Jointly train both encoder and
decoder.

Question: What's out training objective?
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X\|Z
pB( | )p( )

logpe(x) = log 772

Bayes' Rules
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-oencoders (ELBO)

0g PECEIDI0(Z10)

(x12)
logpe (x) = logpe p(2) = 08 e (X2 (21X’

o(Z1x)

Multiply top and bottom by q¢(z|x)
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_utoencoders (ELBO)

pe(le)q¢(le)p(Z)

L pex12)
logpe (x) = log 7y p(2) = P6Z1X)dgZ10)
q¢(z|x> © log 12Z)

= logpy (x|2) —log=——— )

Logarithms + rearranging
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Variational Autoencoders (ELBO)

pe(xlz)q¢(Z|x)p(Z)
po(Z1X)q¢(Z1X)
q¢(z|x) +lo q¢(Z|x)‘
pe(Z|X)

q4(Z|1%) q¢(Z|X)
= E,[log ps (x|2)] - Z[og—“;(z) |+ E. [log 22

x12)
logpo (x) = log 22 =-5p(2) =

= logpg(x|z) — log———

log Do (x) = Ez~q¢(z|x) [10g Do (x)] We can wrap in an expectation since it
doesn’'t depend on z.
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Variational Autoencoders (ELBO)

pe(xlz)q¢(Z|x)p(Z)
po(Z1X)q¢(Z1X)

B q¢(z|x> 4(Z1%)
= logpg(x|z) —log———+ 1o o ZIT)’

q4(Z|1%) q¢(Z|X)
= E,[log ps (x|2)] - Z[og—“;(z) |+ E. [log 22

= Ey-qy(ai0108Po (x12)] = Dyy (44 (210), p(2)) + Diey (a5 (z1%), po (z1) )

x12)
logpo (x) = log 22 =-5p(2) =
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Variational Autoencoders (ELBO)

_ pe( 12) pe(xlz)q¢(Z|x)p(Z)

_ q¢(Z|X) qe(Z1X)

= logpe(xlz) log——+ 1o 2o ZI%)’

_ 2 [1og 8220 LS
= E,[logpy(x|2z)] — E, [ og ) ] +E, [log o @I

= gy 1010800 (x12)] = Dgy (49 (2100, p(2)) + Diey (g (z12), po (z1) )

Data reconstruction: x => encoder => decoder should reconstruct x.
Can compute in closed form for Gaussians.
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Variational Autoencoders (ELBO)

_ pe( 12) pe(xlz)q¢(Z|x)p(Z)

_ q¢(Z|X) qe(Z1X)

= logpe(xlz) log——+ 1o 2o ZI%)’

_ 2 [1og 8220 LS
= E,[logpy(x|2z)] — E, [ og ) ] +E, [log o @I

= Eyqy(alo (10816 (x12)] = Dy, (a(212),p(2) ) + Dyt (212, po (21%))

Prior: Encoder output should match prior over z.
Can compute in closed form for Gaussians.
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Variational Autoencoders (ELBO)

_ pe( 12) pe(xlz)q¢(Z|x)p(Z)
B q¢(z|x> 4(Z1%)
logpe(xlz) log——+ 1o o ZIT)’
_ 2 [1og 8220 LS
= E,[logpy(x|2z)] — E, [ og ) ] +E, [log o @I

= Eyqy(zl (1086 (x12)] = Dy (a9 (212),p(2) ) + Dy (5 (212), po (z1))

Posterior Approximation: Encoder output q¢(z|x) should match pg(z]x).
We cannot compute this for Gaussians.

University of Science and Technology of China | 2026 | sherrylone.github.io 78



Variational Autoencoders (ELBO)

_ pe( 12) pe(xlz)q¢(Z|x)p(Z)

B q¢(z|x> 4 (Z1%)

logpe(xlz) log——+ 1o o ZIT)’
_ _ 9p(21%) 45210
= E,llogpe (x|2)] z[og @) | +E. [10g 20 (Z1%)

= Eyqy(zl (1086 (x12)] = Dy (a9 (212),p(2) ) + Dy (5 (212), po (z1))

Posterior Approximation: Encoder output q¢(z|x) should match pg(z]x).
KL is always >= 0, so we can drop it to get a lower bound on likelihood.
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Variational Autoencoders (ELBO)

pe(xlz)q¢(Z|x)p(Z)
po(Z1X)q¢(Z1X)

B q¢(z|x> 4(Z1%)
= logpg(x|z) —log———+ 1o o ZIT)’

q4(Z|1%) q¢(Z|X)
= E,[log ps (x|2)] - Z[og—“;(z) |+ E. [log 22

= Eyqy(zl (1086 (x12)] = Dy (a9 (212),p(2) ) + Dy (5 (212), po (z1))

(x12)
logpo (x) = log 22 =-5p(2) =

logpg(x) 2 Ezqyyzix) [l0g Po (x|2)] — D, (q¢(z|x),p(z))

This is our VAE training objective!
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Variational Autoencoders (ELBO)

Jointly train encoder q and decoder p to maximize the variational lower bound on the data likelihood.
Also called Evidence Lower Bound (ELBo)

log P () 2 Ey gy (21 (108 P (x12)] = Dy, (a4 (212),p(2))

Decoder Network Encoder Network
Po (x]2) = N(uy;,0%) q¢ (21%) = N(uzx, Z;1x)
Ux|z Uz|x Zg\x
z X
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Variational Autoencoders: Training

Train by maximizing the variational lower bound

Ey-q(zix) 1086 (x12)] = Dy, (04 (212), p(2))

% (le) = N(uz|xt 2:z|x)

Uz|x 221

Encoder
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Variational Autoencoders: Training

Train by maximizing the variational lower bound

Ey-q(zix) 1086 (x12)] = Dy, (04 (212), p(2))

1. Run input data through encoder to get distribution over z.
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qu (le) = N(uz|xt 2:z|x)

Uz|x 221

Encoder
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Variational Autoencoders: Training

Train by maximizing the variational lower bound

Ey~q(zx) 108 D6 (x12)] —|Dis, (45 (212), p(2))

1. Run input data through encoder to get distribution over z.

2. Prior loss: Encoder output should be unit Gaussian (zero mean, unit variance)

3. Sample z from encoder output g, (z|x) (Reparameterization trick) e~N(0,1)
Z2=€Q X, t Uy

Z

qu (le) = N(uz|xt 2:z|x)

Uz|x 221

Encoder
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Variational Autoencoders: Training

Train by maximizing the variational lower bound

Do (XlZ) = N(ux|zr UZ)
Ez~q¢,(z|x) [log pe (x|2)] —|Dky, (CI¢> (z|x), P(Z)) Uz|x
Decoder
1. Run input data through encoder to get distribution over z.
2. Prior loss: Encoder output should be unit Gaussian (zero mean, unit variance) Z
3. Sample z from encoder output g, (z|x) (Reparameterization trick) e~N(0,1)
4. Run z through decoder to get predicted data mean. z=€Q L + Uy

qu (le) = N(uz|x’ 2:z|x)

Uz|x 221

Encoder
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Variational Autoencoders: Training

Train by maximizing the variational lower bound

Do (XlZ) = N(ux|zr UZ)
Ez~q¢,(z|x) [log pe (x|2)] —|Dky, (CI¢> (z|x), P(Z)) Uz|x
Decoder
1. Run input data through encoder to get distribution over z.
2. Prior loss: Encoder output should be unit Gaussian (zero mean, unit variance) Z
3. Sample z from encoder output g, (z|x) (Reparameterization trick) e~N(0,1)
4. Run z through decoder to get predicted data mean. z=€Q L + Uy
5. Reconstruction loss: predicted mean should match x in L,.
qu (le) = N(uz|x’ 2:z|x)
Uz|x 221
Encoder
x
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Variational Autoencoders: Training

Train by maximizing the variational lower bound

Ey~ gzt 108 Do (x12)] = Dy, (44 (21, p(2) )

The loss terms fight against each other!

Reconstruction loss wants Z,, = 0 and u,, to be unique
for each x, so decoder can deterministically reconstruct x.

Prior loss wants X, = I and u,, = 0 so encoder output is
always Gaussian.
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Do (XlZ) = N(ux|zr UZ)
Uz|x

Decoder

z
e~N(0,1)
Z2=€Q X, t Uy

% (le) = N(uz|xt 2:z|x)

Uz|x 221

Encoder
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1. Sample z from the prior
2. Run through decoder to get an image
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P (x|2) = N(ux|z' a?)

Decoder I

z
e~N(0,1)
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The diagonal prior on p(z) causes dimensions of z to be independent.

QANNNNNNNNNNN S SNNNSNS
VIV HOEEELELLLw NSNS~
VAN Mhhbbbove e~~~
QUMb eIVVS e~~~
QOO NINNNKE®BIIVIB e w——
QOOOHNINNMHNBII VIS w = ——
QOODOINMMMN®MDI VIS === —
00O MMMMMMDI DD 9w — —
CODONMMMMMMDDD D e e —
QOOMMMMMMNMW®DDD D e e —
QO MMM MMM N0 DD e o om o
QOM@MMMM M0 00w o
QA 4040807070000 00 tm & o~ o o e
Jadddd e~~~
gaddddfrorrrrrrrsoa~~
JaddddocrrrrrrrrIaaa~
Yaddddorrrrrrrrrranns
SHddddTTrrrrrrrTTrRRNN
SAdTTTTTrrrrrrII™IRIAN
STFTTTTOCCCooCCODDINNNN

Vary z;

“Disentangling factors of variation”

Vary z,
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Recap: Supervised vs Unsupervised Learning

Supervised Learning

Data: (x, y)

x is data, y is label

Goal: (x, y) Learn a function to map x -> y

Examples: Classification, regression,
Object detection, semantic
Segmentation, image captioning, etc.
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Unsupervised Learning

Data: x
Just data, no labels!

Goal: Learn hidden structure in data

Examples: Clustering, dimensionality
Reduction, density estimation, etc.
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-ap: Generative vs Discriminative Models

Discriminative Model:
Learn a probability Data: x P(Catl ﬂ)
distribution p(y|x)

Generative Model: —
Learn a probability P(dogl ‘)
distribution p(x)
Conditional Generative: f p(x)dx =1
Learn a probability X
distribution p(x|y) Cat Different values of x compete

for density.
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Recap: Taxonomy of Generative Models?

Cannot
Model Generative models compute p(x)
can compute but can sample
p(x) I | from p(x)
Explicit density Implicit density [terative
Can directly i
Really ) approximate
compute | App;()();;nate Sampl(i)from | samples from
() | | r@ | | @
Explicit density Approximate density Direct Direct
Autoregressive Variational Generative Diffusion
Autoencoder Adversarial Models
(VAE) Network (GAN)
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Thanks

Welcome to join US
Sherrylone.github.io
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