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Generative Models So Far

Autoregressive Models directly maximize likelihood of training data:
N
po () = [ [ps Gl i)
i=1

Variational Autoencoders introduce a latent z, and maximize a lower bound:

po(x) = J-pe (x|12)p(2)dz = E, g, (zix) [log pe (x|2)] — Di1. (a4 (z|%), p(2))
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Generative Models So Far

Autoregressive Models directly maximize likelihood of training data:
N
po () = [ [ps Gl i)
i=1

Variational Autoencoders introduce a latent z, and maximize a lower bound:

po(x) = J-pe (x|12)p(2)dz = E, g, (zix) [log pe (x|2)] — Di1. (a4 (z|%), p(2))

Generative Adversarial Networks give up on modeling p(x), but allow us to draw samples
from p(x)
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Generative Adversarial Networks

Setup: Have data x; drawn from distribution pgqq (X). Want to sample from paqta
Idea: Introduce a latent variable z with simple prior p(z) (e.g. unit Gaussian) Sample
z~p(z) and pass to a Generator Network x = G(z) Then x is a sample from the
Generator distribution p;. Want p; = Paata!

Generator Generated
Network image

Sample
zfromp, % G =

Train Generator Network G to convert
z into fake data x sampled from pg
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Generative Adversarial Networks

Setup: Have data x; drawn from distribution pgqq (X). Want to sample from paqta
Idea: Introduce a latent variable z with simple prior p(z) (e.g. unit Gaussian) Sample
z~p(z) and pass to a Generator Network x = G(z) Then x is a sample from the
Generator distribution p;. Want p; = Paata!

Generator Generated

Network image Discriminator
Sample . G Network — Fake
z fromp,
D —_—
Real o

image — Real
Train Generator Network G to convert Train Discriminator Network D to
z into fake data x sampled from pg classify data as real or fake

By fooling the discriminator D.
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Generative Adversarial Networks

Setup: Have data x; drawn from distribution pgqq (X). Want to sample from paqta

Idea: Introduce a latent variable z with simple prior p(z) (e.g. unit Gaussian) Sample
z~p(z) and pass to a Generator Network x = G(z) Then x is a sample from the

Generator distribution p;. Want p; = ! ) .
Pe Ps = Pdata Jointly train G and D.

Hopefully pg
converges to Paata

Generator Generated

Network image Discriminator
Sample 7 — 6 — Network — Fake
z from p,
D —_—
Real

image — Real
Train Generator Network G to convert Train Discriminator Network D to
z into fake data x sampled from pg classify data as real or fake

By fooling the discriminator D.

University of Science and Technology of China | 2026 | sherrylone.github.io 8



-e Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

M MAX(Ey—p 40108 D (O] + By [108(1 = DG @)D
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Generative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

M MaX(Eyp,e, 108 D (O] + E,y ) [08(1 = D(G(2))])

Generator Generated

- Network image Discriminator
Zafr:;[r)ne . G | Network —> Fake D(x) = P(x is real),
Pz D D(x) = 0=> fake
] D =1=>
Real (€3] real
image — Real
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Generative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Max(Eyx-pgqal108 DCOT + E;p () [log(1 — D(G(2))D)

J

Imagine l. o T
fixing G Discriminator wants Discriminator wants
D(x) =1 for real data D(x) = 0 for fake data
Generator Generated
Sy Network Image Discriminator
Zafrrw;pr)ne . G Network —> Fake D(x) = P(x isreal),
D2 b D(x) = 0=> fake
] D(x) = 1=> real
Real )
image — Real
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Generative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

min 0% (Expgque[108 D (] + E; () [log(1 = D(G(2)))])

\ J

Y T

Imagine _
fixing D This term does not Generator wants D(x) = 1
depend on G for fake data
Generator ~ Generated
Network Image Discriminator
Sample 7 R , Network — Fake D(x) = P(x is real),
z from p, b D(x) = 0=> fake
D(x) = 1=> real
Real @)
image — Real
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-tive Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Train G and D using alternating gradient updates

mGin m[‘;’lX(Ex~pdam [log D] + E ;- [log(1 — D(G(2))])
= mGin max V(G,D),
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Generative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Train G and D using alternating gradient updates

Min Max(Ey—p g0, [108 D (O] + B,y [l08(1 = D(G))])

= minmax V(G,D),

While True:
D=D+ v
T
G=G+ v
T
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-lerative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Train G and D using alternating gradient updates

mGin mlg’lx(Ex~pdam [log D] + E ;- [log(1 — D(G(2))])

= minmax V(G,D),

While True:
We are not minimizing any overall
loss! No training curves to look at! dv
D=D —
+ ap aD
G=G+ v
BRRCPTA
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-rative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Min MaX(Ey pge,[108 D ()] + E, ) [08(1 = D(G(2)))])

At start of training, generator is very bad and .
discriminator can easily tell apart real/fake, so
D(G(2)) closeto 0 2
0
-2
_4] — log(1-D(G(2))

00 02 04 06 08 10
D(G(2))
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-erative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Min MaX(Ey pge,[108 D ()] + E, ) [08(1 = D(G(2)))])

At start of training, generator is very bad and .
discriminator can easily tell apart real/fake, so
D(G(2)) closeto 0 2

Problem: Gradient for G are close to 0

_4] — log(1-D(G(2))

00 02 04 06 08 10
D(G(2))
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-tive Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Min MaX(Ey pge,[108 D ()] + E, ) [08(1 = D(G(2)))])

At start of training, generator is very bad and 4
discriminator can easily tell apart real/fake, so
D(G(2)) closeto 0 ? I

Problem: Gradient for G are close to 0
Solution: Generator wants D(G(z)) = 1. Train -2
generator to minimize —log(D(G(z))) and

—— log(1 — D(G(2))

o - —4] — —log(D(G(2)))
discriminator to maximize log(1 — D(G(2))) so
. 0.0 0.2 0.4 0.6 0.8 1.0
generator gets strong gradients at start D(G(2))
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-ve Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Min MaX(Ey pge,[108 D ()] + E, ) [08(1 = D(G(2)))])

Why is this a good objective?
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Generative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Min MaX(Ey pge,[108 D ()] + E, ) [08(1 = D(G(2)))])

Why is this a good objective?

Inner objective is maximized by

Pdata (x)
Pdata (x) + Pe (x)
(for any p¢)

D (x) =
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Generative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Min MaX(Ey pge,[108 D ()] + E, ) [08(1 = D(G(2)))])

Why is this a good objective?

Inner objective is maximized by Quter objective is then minimized by
pdata (x)
D) = e S + P D) ) = x)
G( ) Pdata (x) + pe (x) Pe ) pdata(

(for any pg)
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Generative Adversarial Networks: Training Objective

Jointly train generator G and discriminator D with a minimax game

Min MaX(Ey pge,[108 D ()] + E, ) [08(1 = D(G(2)))])

Why is this a good objective?

Inner objective is maximized by

pdata (x)
pdata (x) + pG (x)
(for any pg)

D (x) =
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Quter objective is then minimized by

be ) = Pdata (x)

Caveats:
1. Neural nets with fixed capacity may not be

able to represent optimal D and G
2. This tells us nothing about convergence to the
solution with finite data

22



itectures: DC-GAN

Generator G and discriminator D are both neural
networks

Usually CNNs - GANs fell out of favor before ViT
became popular

DC-GAN was the first GAN architecture that
worked on non-toy data
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GAN Architectures: StyleGAN

Latent z € Z X Noise
L Synthesis network g
Generator G and discriminator D are both neural @i@ e
networks. Mapping
network f

StyleGAN uses a more complex architecture that
injects noise via adaptive normalization.

At each layer predict a scale w and shift b the
same shape as x:

AdaINGew, b, = w, =2 4
alN(x,w,b); = w; (%) i
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Latent space is smooth.

Given latent vectors z, and z;, we can
interpolate between them:

ze=tzg+ (1 —-t)z,
X = G(2)

The resulting image x; smoothly interpolate
between samples!
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Latent Space Interpolation

Karras et al, "Alias-Free Generative Adversarial Networks”, NeurlPS 2021
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-rative Adversarial Networks: Summary

Jointly train Generator and Discriminator with a
minimax game

Generator Generated

f)rgii:noIe formulation Samol Network image Discriminator

- Very good image quality Zaf?;p:nep z — G Network — Fake
Z

Cons: Redl D

- No loss curve to look at image Real

- Unstable Training
- Hard to scale to big models + data
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These were the go-to generative models from ~2016 — 2021
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Warning: Terminology and notation in this area is a mess!

There are many different mathematical formalisms; tons of variance in terminology and notation
between papers.

WEe'll just cover the basics of a modern “clean” implementation (Rectified Flow)
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Pick a noise distribution Zz~pyoise
(Usually unit Gaussian)
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dels: Intuition

Pick a noise distribution Zz~pyoise
(Usually unit Gaussian)

Consider data x corrupted under varying noise
levels t to give noisy data x;

University of Science and Technology of China | 2026 | sherrylone.github.io

t=0
No noise

t=1

Full noise
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Models: Intuition

t=20

Pick a noise distribution Zz~pyoise
No noise

(Usually unit Gaussian)

Consider data x corrupted under varying noise
levels t to give noisy data x;

Train a neural network to remove a little bit of
noise: f(x:, t)

At inference time, sample X1 ~Pyoiseand apply
fs many times in sequence to generate a
noiseless sample x,

t=1
Full noise

31
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Is: Rectified Flow

Pnoise

Suppose we have a simple Py, (€.9. Gaussian)
and samples from Pyata

.
\

\
\

\

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
32
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odels: Rectified Flow

Suppose we have a simple Py, (€.9. Gaussian)
and samples from Pyata

On each training iteration, sample:
Z~Pnoise, X~Pdata, t~Uniform[O, 1]

Setx, =(1—t)x+tz,v=2z—x

Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
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Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Suppose we have a simple Py, (€.9. Gaussian)
and samples from Pyata

On each training iteration, sample:
Z~Pnoise, X~Pdata, t~Uniform[O, 1]

Setx, =(1—t)x+tz,v=2z—x

Train a neural network to predict v:
L=lfoCe, ) —vl[3

University of Science and Technology of China | 2026 | sherrylone.github.io

n Models: Rectified Flow

Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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odels: Rectified Flow

Core training loop is just a few lines of code!

for x in dataset:
z = torch.randn_like(x)
t = random.uniform(@, 1)
xt=(1-1t) xx+1txz
v = model(xt, t)
loss = (z = x = v).square().sum()

Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
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Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Is: Sampling

Choose number of steps T (often T = 50) Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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els: Sampling

Choose number of steps T (often T = 50) Pnoise

Sample X~Ppoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022

University of Science and Technology of China | 2026 | sherrylone.github.io 37



odels: Sampling

Choose number of steps T (often T = 50)

Sample X~Ppoise

. 1 2 .
Fortin[1,1 - 1-— = ..., 0]:
Evaluate v, = fy(x,, t)

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Models: Sampling

Choose number of steps T (often T = 50)

Sample X~Ppoise

. 1 2 .
Fortin[1,1 - 1-— = .., 0]:
Evaluate v, = fy(x,, t)
— =2
Stepx =x -

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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odels: Sampling

Choose number of steps T (often T = 50)

Sample X~Ppoise

. 1 2 .
Fortin[1,1 - 1-— = .., 0]:
Evaluate v, = fy(x,, t)
— =2
Stepx =x -

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
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Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Models: Sampling

Choose number of steps T (often T = 50) pnozse
Sample X~Pnoise //’/ \‘\I
X }
For tin [1,1—&,1—%,...,0]: /@
Evaluate v, = f, (%, t) " X2/3
Ve q i
Stepx=x—7 . X
V34 }
(/’ x1/3 ,’I
__ =" Pdata

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
41

University of Science and Technology of China | 2026 | sherrylone.github.io



Models: Sampling

Choose number of steps T (often T = 50)

Sample X~Ppoise

. 1 2 .
Fortin[1,1 - 1-— = .., 0]:
Evaluate v, = fy(x,, t)
— =2
Stepx =x -

Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
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Lipman et al, “Flow Matching for Generative Modeling”, 2022
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n Models: Sampling

Choose number of steps T (often T = 50)

Sample X~Ppoise

. 1 2 .
Fortin[1,1 - 1-— = .., 0]:
Evaluate v, = fy(x,, t)
— =2
Stepx =x -

Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
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Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Choose number of steps T (often T = 50)
Sample X~Pnoise
For tin [1,1 —i, 1— % ., 0]:

Evaluate v, = fy(x;, t)

— =2
Stepx =x -
Return x

University of Science and Technology of China | 2026 | sherrylone.github.io

ion Models: Sampling

Pnoise
o
X2/3 -
e /,»: ——
,/,. x1/3 Il"
‘ .xo
" Pdata

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022

Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Diffusion Models: Sampling

Choose number of steps T (often T = 50)
Sample X~Pnoise

Fortin[11-2,1-2,..,0]
Evaluate v, = fo(x;, t)
—x-=
Stepx =x -
Return x

sample = torch.randn(x_shape)

for t in torch.linspace(1, @, num_steps):
v = model(sample, t)
sample = sample — v / num_steps

University of Science and Technology of China | 2026 | sherrylone.github.io

Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022

Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Training

for x in dataset:
z = torch.randn_like(x)
t = random.uniform(@, 1)
xt = (1-t) * x + t x z
v = model(xt, t)
loss = (z = x - v).square().sum()

Sampling

sample = torch.randn(x_shape)

for t in torch.linspace(1, @, num_steps):
v = model(sample, t)
sample = sample - v / num_steps

University of Science and Technology of China | 2026 | sherrylone.github.io

low: Summary

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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fied Flow

Training
for x in dataset:
z = torch.randn_like(x)
t = random.uniform(@, 1)
xt = (1-t) * x + t % z
v = model(xt, t)
loss = (z — x - v).square().sum()

Sampling

sample = torch.randn(x_shape)

for t in torch.linspace(1, @, num_steps):
v = model(sample, t)
sample = sample — v / num_steps

University of Science and Technology of China | 2026 | sherrylone.github.io

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022

47



ctified Flow

Training

in dataset:

z = torch.randn_like(x)
t = random.uniform(@, 1)
xt = (1-t) * x + t x z

v =|model(xt, y, t)

loss = (z = x = v).square().sum()

Sampling
sample = torch.randn(x_shape)
for t in torch.linspace(1, @, num_steps):

v = model(sample, t)
sample = sample - v / num_steps

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Training

in dataset:

z = torch.randn_like(x)
t = random.uniform(@, 1)
xt = (1-t) * x + t x z

v =|model(xt, y, t)

loss = (z = x = v).square().sum()

Sampling
sample = torch.randn(x_shape)
for t in torch.linspace(1, 0, num_steps):

v =|model(sample, y, t)

sample = sample — v / num_steps

University of Science and Technology of China | 2026 | sherrylone.github.io

ctified Flow

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022

Lipman et al, “Flow Matching for Generative Modeling”, 2022
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-Free Guidance (CFG)

Training
for (x, y) in dataset:
z = torch.randn_like(x)

t = random.uniform(o, 1) o=t
xt = (1-t) % x +t %z the conditioning y

Can we control how
much we “emphasize”

[if random.random() < 0.5: y = y_null]
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Randomly drop y during training.

Now the same model is conditional and unconditional!

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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ier-Free Guidance (CFG)
Pnoise

Training
for (x, y) in dataset:. Can we control how 5o
z = torch.randn_like(x) M o pr \
t = random.uniform(o, 1) much Wel .em'pha5|ze 4 ;'
xt = (1-t) * X + t x z the conditioning y Xt J
[if random.random() < 0.5: y = y_null] ’ o /’
v = model(xt, y, t) :’
loss = (z - x - v).square().sum() L
Randomly drop y during training. b
$ 3 : :
Now the same model is conditional and unconditional! &ok
Consider a noisy x;: - AN
w7 Pdata
Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
51
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-Free Guidance (CFG)

Training Pnoise
for {x, y) in dataset: Can we control how

z = torch.randn_like(x) « i w

t = random.uniform(o, 1) much We. .em'pha5|ze

xt = (1-t) % x +t %z the conditioning y

[if random.random() < 0.5: y = y_null]
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Randomly drop y during training.

Now the same model is conditional and unconditional!
Consider a noisy x;:

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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ier-Free Guidance (CFG)

Training

for (x, y) in dataset; Can we control how
z = torch.randn_like(x) h " hasize”
t = random.uniform(@, 1) muc Wel .em'p asize
Xt = (1-t) # x + t x 2 the conditioning y

[if random.random() < 0.5: y = y_null]
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Randomly drop y during training.

Now the same model is conditional and unconditional!
Consider a noisy x;:

v? = f,(x,y4,1) points toward p(x).

v’ = fy(x,,y,t) points toward p(x[y).

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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ier-Free Guidance (CFG)

Training Pnoise
for {x, ¥} in dataset: Can we control how

z = torch.randn_like(x) " -

t = random.uniform(@, 1) much Wel lem'phaS|ze

Xt = (1-t) # x + t x 2 the conditioning y

[if random.random() < 0.5: y = y_null]
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Randomly drop y during training.

Now the same model is conditional and unconditional!
Consider a noisy x;:

v? = f,(x,y4,1) points toward p(x).

v’ = fy(x,,y,t) points toward p(x[y).

ve/9 = (1+w)v” —wv? points more toward p(x|y)

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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ifier-Free Guidance (CFG)

Training Pnoise
for {x, ¥} in dataset: Can we control how

z = torch.randn_like(x) " -

t = random.uniform(@, 1) much Wel lem'phaS|ze

Xt = (1-t) # x + t x 2 the conditioning y

[if random.random() < 0.5: y = y_null]
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Randomly drop y during training.

Now the same model is conditional and unconditional!
Consider a noisy x;:

v? = f,(x,y4,1) points toward p(x).

v’ = fy(x,,y,t) points toward p(x[y).

ve/9 = (1+w)v” —wv? points more toward p(x|y)
During sampling, step according to v°/9

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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-Free Guidance (CFG)

Training Pnoise

for (x, y) in dataset:
z = torch.randn_like(x)

t = random.uniform(o, 1) o
xt = (1-t) % x +t %z the conditioning y

Can we control how
much we “emphasize”

[if random.random() < @.5: y = y_null
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Sampling

y = user_input()

sample = torch.randn(x_shape)

for t in torch.linspace(1, @, num_steps):
vy = model(sample, y, t)
v@ = model(sample, y_null, t)
v={(1+w *xvy-ws V0
sample = sample — v / num_steps

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Training
for (x, y) in dataset:
z = torch.randn_like(x)
t = random.uniform(o, 1)
xt = (1-t) * x + t x z
[if random.random() < @.5: y = y_null
v = model(xt, y, t)
loss = (z - x - v).square().sum()

Sampling

y = user_input()

sample = torch.randn(x_shape)

for t in torch.linspace(1, @, num_steps):
vy = model(sample, y, t)
v@ = model(sample, y_null, t)

v={(1+w %xvy-wsx V0
sample = sample — v / num_steps

University of Science and Technology of China | 2026 | sherrylone.github.io

sifier-Free Guidance (CFG)

Can we control how

much we “emphasize”

the conditioning y
“Classifier-Free” because earlier
methods used a separate

discriminative model p(y|x) to

compute step direction c?logxw

Dhariwal and Nichol, “Diffusion Models beat GANs on Image Synthesis”, arXiv 2021
Ho and Salimans, “Classifier-Free Diffusion Guidance", arXiv 2022
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-Free Guidance (CFG)

Training Pnoise

for (x, y) in dataset:
z = torch.randn_like(x)

t = random.uniform(o, 1) o=t
xt = (1-t) % x +t %z the conditioning y

Can we control how
much we “emphasize”

[if random.random() < 0.5: y = y_null]
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Sampling Used everywhere in
y = user_input() practice! Very important
sample = torch.randn(x_shape) for high—quality outputs

for t in torch.linspace(1, @, num_steps):
vy = model(sample, y, t)
v@ = model(sample, y_null, t)
v={(1+w *xvy-ws V0
sample = sample — v / num_steps

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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-Free Guidance (CFG)

Training Pnoise

for (x, y) in dataset:
z = torch.randn_like(x)

t = random.uniform(o, 1) o=t
xt = (1-t) % x +t %z the conditioning y

Can we control how
much we “emphasize”

[if random.random() < 0.5: y = y_null]
v = model(xt, y, t)
loss = (z = x - v).square().sum()

Sampling Used everywhere in
y = user_input() practice! Very important
sample = torch.randn(x_shape) for high_qua“ty outputs
for t in torch.linspace(1, @, num_steps):
vy = model(sample, y, t)
ve = model(sample, y_null, t) Doubles the cost of
v={(1+w %xvy-wsx V0 sampling"'

sample = sample — v / num_steps

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Training Pnoise

for (x, y) in dataset; Q: What is the optimal
z = torch.randn_like(x) .
t = random.uniform(o, 1) predlCtlon for the
Xt = (1-t) * x + t % z network?
if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z - x - v).square().sum()

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Training Pnoise

for (x, y) in dataset: . . .
z = torch.randn_like(x) Q: What is the optlmal

t = random.uniform(o, 1) prediction for the
Xt = (1-t) *# x + t % 2 network?

if random.random() < 0.5: y = y_null

v = model(xt, y, t)

loss = (z - x - v).square().sum()

There may be many pairs (x, z) that give the same x;;
network must average over them

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022

University of Science and Technology of China | 2026 | sherrylone.github.io 61



rediction

Pnoise

Q: What is the optimal

Training
for (x, y) in dataset:
prediction for the

z = torch.randn_like(x)

t = random.uniform(o, 1)

xt = (1-t) * x + t x z

if random.random() < 0.5: y = y_null

model(xt, y, t)

network?

v =
loss = (z = x - v).square().sum()
There may be many pairs (x, z) that give the same x;;
network must average over them 4
Pdata

Full noise (t = 1) is easy: optimal v is mean of P gata

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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al Prediction

Training

for (x, y) in dataset: . . .
z = torch.randn_like(x) Q Vv,ha_t is the optimal
t = random.uniform(o, 1) prediction for the
xt = (1-t) * x + t * z network?

if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z = x - v).square().sum()

There may be many pairs (x, z) that give the same x;;
network must average over them

Full noise (t = 1) is easy: optimal v is mean of P gata
Full noise (t = 0) is easy: optimal v is mean of P noise

Pnoise

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022

University of Science and Technology of China | 2026 | sherrylone.github.io

Lipman et al, “Flow Matching for Generative Modeling”, 2022
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-mal Prediction

Training

for (x, y) in dataset: . . .
z = torch.randn_like(x) Q Vv,ha_t is the optimal
t = random.uniform(o, 1) prediction for the
xt = (1-t) * x + t * z network?

if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z = x - v).square().sum()

There may be many pairs (x, z) that give the same x;;
network must average over them

Full noise (t = 1) is easy: optimal v is mean of P gata
Full noise (t = 0) is easy: optimal v is mean of P noise
Middle noise is hardest, most ambiguous

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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al Prediction

Training
for (x, y) in dataset: . . .
z = torch.randn_like(x) Q Vv,ha_t is the optimal
[t = random.uniform(e, 1) ] prediction for the
xt = (1-t) * x + t * z network?

if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z = x - v).square().sum()

There may be many pairs (x, z) that give the same x;;
network must average over them

Full noise (t = 1) is easy: optimal v is mean of P gata
Full noise (t = 0) is easy: optimal v is mean of P noise
Middle noise is hardest, most ambiguous

But we give equal weight to all noise levels!

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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al Prediction

Training
for (x, y) in dataset: . . .
z = torch.randn_like(x) Q Vv,ha_t is the optimal
[t = random.uniform(e, 1) ] prediction for the
xt = (1-t) * x + t * z network?

if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z = x - v).square().sum()

There may be many pairs (x, z) that give the same x;;
network must average over them

Full noise (t = 1) is easy: optimal v is mean of P gata
Full noise (t = 0) is easy: optimal v is mean of P noise
Middle noise is hardest, most ambiguous
But we give equal weight to all noise levels!
Solution: Use a non-uniform noise schedule

Liu et al, “Flow Straight and Fast: Learning to Generate and Transfer Data with Rectified Flow”, 2022
Lipman et al, “Flow Matching for Generative Modeling”, 2022
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Training
for (x, y) in dataset:
z = torch.randn_like(x)

[t = random.uniform(o, 1) ]

xt = (1-t) * x + t x z p(t)
if random.random() < 0.5: y = y_null

v = model(xt, y, t)

loss = (z - x - v).square().sum()

There may be many pairs (x, z) that give the same x;;
network must average over them Put more emphasis on middle noise

Full noise (t = 1) is easy: optimal v is mean of P gata
Full noise (t = 0) is easy: optimal v is mean of P noise
Middle noise is hardest, most ambiguous
But we give equal weight to all noise levels!
Solution: Use a non-uniform noise schedule

Esser et al, “Scaling Rectified Flow Transformers for High-Resolution Image Synthesis”, arXiv 2024

University of Science and Technology of China | 2026 | sherrylone.github.io 67



Noise Schedules

Training
for (x, y) in dataset:
z = torch.randn_like(x)
[t = random. randn(()).sigmoid() |
xt = (1-t) * x + t x z p(t)
if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z = x - v).square().sum()

There may be many pairs (x, z) that give the same x;; t

network must average over them . . :
Put more emphasis on middle noise

. . . . Common choice: logit-normal samplin
Full noise (t = 1) is easy: optimal v is mean of P gata 9 pling

Full noise (t = 0) is easy: optimal v is mean of Puoise
Middle noise is hardest, most ambiguous
But we give equal weight to all noise levels!
Solution: Use a non-uniform noise schedule

Esser et al, “Scaling Rectified Flow Transformers for High-Resolution Image Synthesis”, arXiv 2024
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Noise Schedules

Training
for (x, y) in dataset:
z = torch.randn_like(x)
[t = random. randn(()).sigmoid() |
xt = (1-t) * x + t x z p(t)
if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z = x - v).square().sum()

There may be many pairs (x, z) that give the same x;; t

network must average over them . . :
Put more emphasis on middle noise

. . . . Common choice: logit-normal samplin
Full noise (t = 1) is easy: optimal v is mean of P gata 9 pling

Full noise (t = 0) is easy: optimal v is mean of Puoise For high-res data, often shift to higher
Middle noise is hardest, most ambiguous noise to account for pixel correlations
But we give equal weight to all noise levels!
Solution: Use a non-uniform noise schedule

Esser et al, “Scaling Rectified Flow Transformers for High-Resolution Image Synthesis”, arXiv 2024
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sion: Rectified Flow

Simple and scalable setup for
many generative modeling
problems!

Training

for (x, y) in dataset:
z = torch.randn_like(x)
t = random.randn(()).sigmoid()
xt = (1-t) * x + t x z p(t)
if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z - x - v).square().sum()

Sampling t

y = user_input() . . .
sample = torch. randn(x_shape) Put more emphasis on middle noise

for t in torch.linspace(1, @, num_steps): Common choice: logit-normal sampling

vy = model(sample, y, t) . . .
V0 = model(sample, y_null, t) For high-res data, often shift to higher

V= (1+w kvy-wxve noise to account for pixel correlations
sample = sample - v / num_steps

Esser et al, “Scaling Rectified Flow Transformers for High-Resolution Image Synthesis”, arXiv 2024
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usion: Rectified Flow

Simple and scalable setup for
many generative modeling
problems!

Training

for (x, y) in dataset:
z = torch.randn_like(x)
t = random.randn(()).sigmoid()
xt = (1-t) * x + t x z p(t)
if random.random() < 0.5: y = y_null
v = model(xt, y, t)
loss = (z - x - v).square().sum()

. Problem: Does not work
Sampling naively on high-resolution

y = user_input() data i i i
oo~ torch. vandn(x_shape) Put more emphasis on middle noise

for t in torch.linspace(1, @, num_steps): Common choice: logit-normal sampling

vy = model(sample, y, t) . . .
V0 = model(sample, y_null, t) For high-res data, often shift to higher

V= (1+w kvy-wxve noise to account for pixel correlations
sample = sample - v / num_steps

t

Esser et al, “Scaling Rectified Flow Transformers for High-Resolution Image Synthesis”, arXiv 2024
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Rectified Flow

Sample X~Paata, Z~Pnoise
Sample t~p;

Setx, =(1—t)x +tz

Set Ugt =Z—X

Compute Vpreq = fo(X¢, t)
Compute 10ss [|vge = Vpreal|2

University of Science and Technology of China | 2026 | sherrylone.github.io
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Generalized Diffusion

Rectified Flow

Sample X~Pdata, Z~Pnoise
Sample t~p,

Setx, =(1—t)x+tz
Setvg, =z—x

Compute Vpreda = fo(xe, )
Compute 10ss [|vge = Vpreal|2

University of Science and Technology of China | 2026 | sherrylone.github.io

Generalized Diffusion

Sample X~Paata, Z~Pnoise
Sample t~p;

Set x, = a(t)x + b(t)z

Set yge = c(O)x — d(t)z
Compute Yprea = fo(xe,t)
Compute 10ss |[Vgr — Vpreal |2
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Generalized Diffusion

Variance Preserving (VP)

a(t) =4/a(t)
b(t) = J1—0(t)

If x and z are independent
and variance=1, then x; also
has variance=1

University of Science and Technology of China | 2026 | sherrylone.github.io

Generalized Diffusion

Sample X~Paata, Z~Pnoise
Sample t~p;

Set x, = a(t)x + b(t)z

Set yge = c(O)x — d(t)z
Compute Yprea = fo(xe,t)
Compute 10ss |[Vgr — Vpreal |2
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Generalized Diffusion

Variance Exploding (VE)

at) =1
b(t) = o(t)

o, needs to be big enough
to drown out all signal in x.

University of Science and Technology of China | 2026 | sherrylone.github.io

Generalized Diffusion

Sample X~Paata, Z~Pnoise
Sample t~p;

Set x, = a(t)x + b(t)z

Set yge = c(O)x — d(t)z
Compute Yprea = fo(xe,t)
Compute 10ss |[Vgr — Vpreal |2
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Generalized Diffusion

x-prediction Generalized Diffusion
Yot =% [c(6) = 1,d(t) = 0]
Sample X~Paata, Z~Pnoise

Sample t~p;
€-Prediction Set x, = a(t)x + b(t)z
yoe =2 [c(t) =0,d(t) =1] Set yge = c(t)x —d(t)z

Compute ypred = f9 (xt' t)
Compute 10ss |[Vgr — Vpreal |2

v-Prediction
Vgt = b(O)z —a(®)x [c(t) = b(t),d(t) = —a(t)]

University of Science and Technology of China | 2026 | sherrylone.github.io 76



-ced Diffusion Models: LDM
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Advanced Diffusion Models: LDM

CelebA-HQ 256 x 256

FFHQ 256 x 256

Method FID| Prec.t Recallt Method FID|  Prec.t Recall
DC-VAE [63] 15.8 - R ImageBART [21] 9.57 R
VQGAN+T. [23] (k=400)  10.2 - - U-Net GAN (+aug) [77] 109 (7.6) - -
PGGAN [39] 8.0 - - UDM [43] 5.54 - -
LSGM [93] 722 - - StyleGAN [41] 4.16 071 0.46
UDM [43] 7.16 - - ProjectedGAN [76] 3.08 0.65 0.46
LDM-4 (ours, 500-s) 511 0.72 0.49 LDM-4 (ours, 200-s) 498 0.73 0.50
LSUN-Churches 256 x 256 LSUN-Bedrooms 256 x 256
Method FID| Prec.t Recall? Method FID] Prec.t Recall 1
DDPM [30] 7.89 - - ImageBART [21] 5.51 - -
ImageBART [21] 7.32 - - DDPM [30] 49 - -
PGGAN [39] 6.42 - - UDM [43] 4.57 - -
StyleGAN [41] 4.21 - - StyleGAN [41] 2.35 0.59 0.48
StyleGAN2 [42] 3.86 - - ADM [15] 1.90 0.66 0.51
ProjectedGAN [76] 1.59 0.61 0.44 ProjectedGAN [76] 1.52 0.61 0.34
LDM-8* (ours, 200-s)  4.02 0.64 0.52 LDM-4 (ours, 200-s) 2.95 0.66 0.48

University of Science and Technology of China | 2026 | sherrylone.github.io
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Advanced Diffusion Models: LDM

Text-to-Image Synthesis on LAION. 1.45B Model.

“A street sign that reads “A zombie in the “An image of an animal “An illustration of a slightly “A painting of a “A watercolor painting of a “A shirt with the inscription:

“Latent Diffusion” * style of Picasso’ half mouse half octopus’ conscious neural network’ squirrel eating a burger’ chair that looks like an octopus’  “I love generative models!” "

.
LATENT
DIFFUSION

Generative
Models!

Figure 5. Samples for user-defined text prompts from our model for text-to-image synthesis, LDM-8 (KL), which was trained on the
LAION [78] database. Samples generated with 200 DDIM steps and 7 = 1.0. We use unconditional guidance [32] with s = 10.0.
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- - . -
anced Diffusion Models: DiT
4 N\ I\ 2
/l —
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32x32x4

Latent Diffusion Transformer

DiT Block with adaLN-Zero
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Figure 3. The Diffusion Transformer (DiT) architecture. Left: We train conditional latent DiT models. The input latent is decomposed
into patches and processed by several DiT blocks. Right: Details of our DiT blocks. We experiment with variants of standard transformer

blocks that incorporate conditioning via adaptive layer norm, cross-attention and extra input tokens. Adaptive layer norm works best.
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iffusion Models: DiT

100 —8— XL/2 In-Context
—&— XL/2 Cross-Attention
80 —®— XL/2 adaLN
—®— XL/2 adaLN-Zero

FID-50K

100K 200K 300K 400K
Training Steps

University of Science and Technology of China | 2026 | sherrylone.github.io

Class-Conditional ImageNet 256 x 256

Model FID, sFID| ISt Precisiont Recallt
BigGAN-deep [2] 695 736 1714 087 028
StyleGAN-XL [53] 230 402 26512 078 0.53
ADM [9] 1094 602 10098 069 0.63
ADM-U 749 513 12749 072 0.63
ADM-G 459 525 18670 082 052
ADM-G, ADM-U 394 614 21584 083 0.53
CDM [20] 4.88 - 158.71 - -
LDM-8 [48] 1551 - 79.03 065 0.63
LDM-8-G 776 - 20952 084 035
LDM-4 1056 - 10349 071 0.62
LDM-4-G (cfg=1.25) 395 - 1182 081 0.55
LDM-4-G (cfg=1.50) 3.60 - 24761 087 0.48
DIiT-XL/2 962 685 12150 067 0.67
DIT-XL/2-G (cfg=125) 322 528 20177 076 0.62
DiT-XL/2-G (cfg=1.50) 227  4.60 27824 083 0.57
Table 2. Benchmarking cl ditional image on

ImageNet 256 x256. DiT-XL/2 achieves state-of-the-art FID.
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Advanced Diffusion Models: REPA

enoising Objective DiT-XL/2

— 50,01 — SiITXL/2
DTS Block ‘ DIT-XL/2 + REPA
Alignment DIT/SIT Block 2 250
MLP v \
1 DIT/SiT Block =]
Pretrained fr— w
L DIT/SiT Block
DIT/SIT Block 100 17.5x faster
79
(| 1] 64 —o—s
5
50K 400K 1M 2M 4M 7™M

Training Iteration

Figure 1: Representation alignment makes diffusion transformer training significantly easier.
Our framework, REPA, explicitly aligns the diffusion model representation with powerful pretrained
visual representation through a simple regularization. Notably, model training becomes significantly
more efficient and effective, and achieves >17.5x faster convergence than the vanilla model.

University of Science and Technology of China | 2026 | sherrylone.github.io 82



.‘-\dvanced Diffusion Models: REPA

80
— = MoCov3-L SiT-XL/2
_=8o Smaller gap | ; 0.6 MAEL SIT-XL/2 + REPA
§ <-; — SiT-XL2 60
Q = SiT-XL/2 + REPA
8 60 bo. S04 x
‘é J e E uol') 'Y Better FID,
§ /\. @ 4 40 T Val. Acc.
k] B3 frd .
340 <02 VOSsG
= =+ DINOv2-g = \\Av
> ._.,./. — SIT-XL2 g 20 &
20 — SIT-XL/2 +REPA Sop \ .
4 8 12 16 20 24 4 8 12 16 20 24 40 50 60 70
Layer Index Layer Index Validation Acc. (%)

(a) Semantic gap: Linear probing  (b) Alignment to DINOv2-g (c) Acc. and FID progression

Figure 3: Bridging the representation gap: (a) Our method, REPA significantly reduces the “se-
mantic gap” between diffusion transformers and DINOv2, as demonstrated by the linear probing
results on ImageNet classification. (b) With REPA, the alignment between diffusion transformers
and DINOv2 improves substantially, even after just a few (e.g., 8) layers. (c) Notably, with improved
alignment, we can push the SiT model’s generation-representation envelope: within the same num-
ber of training iterations, it delivers both better generation quality and stronger linear probing results.
‘We use a single network trained with REPA at layer 8 and perform the evaluation at different layers.
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Advanced Diffusion Models: REPA

Table 2: Component-wise analysis on TmageNet 256x256. All models are SiT-1./2 trained for
400K iterations. All metrics except accuracy (Acc.) are measured with the SDE Euler-Maruyama
sampler with NFE=250 and without classifier-free guidance. For Acc., we report linear probing
results on the ImageNet validation set using the latent features aligned with the target representation.
We fix A = 0.5 here. | and 1 indicate whether lower or higher values are better, respectively.

Iter.  TargetRepr. Depth Objective FID| sFID| ISt Pref Rect Acc.t
400K  Vanilla SiT-L/2 (Maet al,, 2024a)  18.8  5.29 720 064 064 NA

400K MAE-L 8 NT-Xent 125 4.89 90.7 068  0.63 57.3
400K DINO-B 8 NT-Xent 119 5.00 929 068 063 59.3
400K  MoCov3-L 8 NT-Xent 119 5.06 922 068 064 63.0
400K I-JEPA-H 8 NT-Xent 116 521 980 068  0.64 62.1
400K  CLIP-L 8 NT-Xent 110 525 1004 067  0.66 67.2
400K  SigLIP-L 8 NT-Xent 102 515 1070 069  0.64 68.8
400K  DINOv2-L 8 NT-Xent  10.0 509 1066 068  0.65 68.1
8
8
8
6
8

400K  DINOv2-B NT-Xent 9.7 513 1075 069  0.64 65.7
400K DINOv2-L NT-Xent 100 509 1066 068 065 68.1
400K DINOv2-g NT-Xent 9.8 522 1089 0.69  0.64 65.7

400K DINOv2-L NT-Xent 103 523 1065 0.69  0.65 66.2
400K  DINOv2-L NT-Xent  10.0 509 1066 0.68  0.65 68.1
400K DINOv2-L 10 NT-Xent 105 550 1050 0.68  0.65 68.6
400K  DINOv2-L 12 NT-Xent 11.2 514 1002 0.68  0.64 69.4
400K DINOv2-L 14 NT-Xent 116 5.61 995 0.67 0.65 70.0
400K  DINOv2-L 16 NT-Xent 12.1 5.34 96.1 0.67 0.64 71.1

400K DINOv2-L 8 NT-Xent  10.0 509 1066 068  0.65 68.1
400K  DINOv2-L 8 Cos. sim. 9.9 534 1119 068 065 68.2
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Figure 3: The overall architecture of CogVideoX.
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Rank 0: First frame padding
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Figure 4: (a) The structure of the 3D VAE in CogVideoX. It comprises an encoder, a decoder
and a latent space regularizer, achieving a 8 x8x4 compression from pixels to the latents.
(b) The context parallel implementation on the temporally causal convolution.
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Previous Image-Video Joint Training Our Training Method: Multi-Resolution Frame Packing

Image Fixed length video Example:
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I > len: clipped
(1360 x 768) (768 x 768) (1080 x 768) (768 x 960)

O Large gap between training tasks. O Multi-Resolution Frame Pack with 3D-RoPE
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Figure 6: The diagram of mixed-duration training and Frame Pack. To fully utilize the data
and enhance the model’s generalization capability, we train on videos of different duration
within the same batch.
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Table 3: Evaluation results of CogVideoX-5B and CogVideoX-2B.

Human Dynamic Multiple Appear. Dynamic GPT40-MT
Models Action Scene Degree Objects Style Quality Score
T2V-Turbo(Li et al., 2024) 95.2 55.58 49.17 54.65  24.42 - -
AnimateDiffGuo et al. (2023) 92.6 50.19 40.83 36.88 2242 - 2.62
VideoCrafter-2.0(Chen et al., 2024a) 95.0 55.29 42.50 40.66 25.13  43.6 2.68
OpenSora V1.2(Zheng et al., 2024b) 85.8 42.47 47.22 58.41 23.89 63.7 2.52
Show-1(Zhang et al., 2023a) 95.6 47.03 44.44 45.47  23.06 57.7 -
Gen-2(runway, 2023) 89.2 4891 18.89 55.47  19.34 43.6 2.62
Pika(pik, 2023) 88.0 44.80 37.22 46.69  21.89 52.1 2.48
LaVie-2(Wang et al., 2023b) 96.4 49.59 31.11 64.88  25.09 - 2.46
CogVideoX-2B 96.6 55.35 66.39 57.68 24.37 57.7 3.09
CogVideoX-5B 96.8 55.44 62.22 70.95 24.44 69.5 3.36
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Timestep

(a) Physics understanding evaluation
on Physion (contain subset).
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£7] —e- VideoRera
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VideoREPA
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oo m s W %
(b) Physics understanding evaluation
on Physion (roll subset).

A child runs and catches a brightly colored frisbee.
Figure 1: Left: Visual comparison of video generation results from CogVideoX [55] (baseline),
CogVideoX finetuned with REPA [57], and our proposed VideoREPA. Red rectangles denote phe-
nomena that violate physical commonsense for easier distinguish. Our VideoREPA generates videos
that most closely adhere to real-world physical laws. Right: Evaluation of physics understanding
on the Object Contact Prediction (OCP) task within the Physion benchmark [5]. The plots illustrate a
significant gap in physics understanding between the SSL video encoder VidleoMAEV?2 and the T2V
model CogVideoX. The proposed VideoREPA substantially narrows this understanding gap.
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Figure 2: Overview of VideoREPA. Our VideoREPA enhances physics in T2V models by distilling
physics knowledge from pre-trained SSL video encoders. We apply Token Relation Distillation
(TRD) loss to align pairwise token similarities between video SSL representations and intermediate
features in diffusion transformer blocks. Within each representation, tokens form spatial relations
with other tokens in the same latent frame and temporal relations with tokens in other latent frames.
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Table 1: Results of Videophy. t denotes the results reported from WISA [45] and * denotes detailed
prompt input, see Section 4.2. Semantic Adherence (SA) measures the video-text alignment and
fidelity. Importantly, Physical Commensense (PC) measures whether generated videos follow the
physics laws in the real-world.

Solid-Solid ~ Solid-Fluid ~ Fluid-Fluid Overall

Methods

SA PC SA PC SA PC SA PC
VideoCrafter2 504 322 507 274 481 29.1 503 29.7
DreamMachine 551 21.7 59.6 233 582 182 575 21.8
LaVIE 408 183 486 37.0 69.1 509 487 315
Cosmos-Diffusion-7B ' - - - - - - 57 18
HunyuanVideo* 552 16.1 67.1 30.1 545 545 602 282
PhyT2Vt - - - - - - 61 37
WISA (Koala dataset)! - - - - - - 62 33
WISA (WISA dataset)t - - - - - - 67 38
CogVideoX-2B 378 126 67.1 301 455 509 516 262
CogVideoX-2B* 496 133 712 281 60.0 509 60.5 256
VideoREPA-2B* 524 182 774 322 600 527 642 29.7
CogVideoX-5B - - - - - - 60 33
CogVideoX-5B 531 182 753 329 564 618 63.1 314
CogVideoX-5B* 629 196 760 336 727 618 700 32.3
VideoREPA-5B* 580 28.0 829 39.0 800 745 721 40.1

University of Science and Technology of China | 2026 | sherrylone.github.io

91



Diffusion Models: WorldForge
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Figure 2. Overview of DreamWorld. (a) Training: Expert Models are first employed to extract multimodal which are then
noise-added and concatenated before being fused through a linear layer W{',. The resulting prediction is mapped via another linear layer
W, to jointly predict app and world k ledge, with a Dream Loss ined by Consi 'y Ca int A ling (CCA) to
ensure generation fidelity. (b) Inference: We introduce Multi-Source Inner-Guidc a mechanism that 1 ges inh noise features

to direct the final video generation process.
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QN 2, QN 2,

* S I ) S,
A hose sprays water on plants in a garden.

A spoon stirs a pot of vegetable soup.

.
Drops of honey on smooth yogurt
Figure 1. Limitations of extending VideoREPA to multi-source

knowledge, leading to structural implausibility and unnatural

distortion. The physics score(PC) on the Videophy benchmark
dropped from 29.7 to 24.1.
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Table 1. Quanmanve companson on VBench. DreamWorld d i impro over baseli particularly in

and spatial i , achievi the best performance across all summary scores. FT
denotes the fine-tuned version, and Reimpl. indicates our re-implementation of l.he method.

Temporal Semantic Spatial ~ Summary o "
Method Subject Background Temporal Motion Dynamic Object Human Multiple Quality Semantic &
e - Color Scene Relationship Score
‘onsistency Consistency Flickering Smoothness Degree Class Action  Objects Score  Score
Wan2.1-T2V-1.3B 91.83 94.71 99.17 9651 6500 7609 89.93 7460 5366 2003 6237 7981 6543 7693
Wan2.1-T2V-1.3B(FT) 9359 95.81 99.36 9721 5408 7990 8857 7898 5820 2855 6331 8126 6847 7871
VideoJAM(Reimpl.) 91.51 96.01 99.13 96.05 7388  79.22 8892 79.20 59.66 2834 66.17 8118 69.08 78.76
DreamWorld (Ours)  93.62 94.95 98.81 98.07 79.16 8132 9261 8120 6503 2971 7047 8349 7089 8097

Table 2. Quantitative comparison on VBench-2. 0 Abbrevia-  Table 3. Quantitative comparison on VideoPhy benchmark. We
tions: Common.: C Control.: C ility; Hum. report Semantic Adherence (SA) and Physical Commonsense (PC)
Fid.: Human Fidelity. The best and second-best results are high- scores. The best results are highlighted in bold.

lighted in bold and underlined.

Solid-Solid Solid-Fluid Fluid-Fluid Overall

Method
Method VBench 2.0 Dimensions Total SA PC SA PC SA PC SA PC
— C':;‘;‘;“Y C‘;‘;"‘;"‘ C:I: "‘;';"o‘;"' "s"s’;': - Wan2.1-T2V-1.3B SI1 223 452 19.1 454 236 477 212
W ITNSRCD S5 el ma 7e o ossosus gl VD 90 08 S RS 08 00 855 26
VideoJAM 4932 6489 1633 1868 5242 5233 - -
World (Ours) som  eim 1655 soar s sa97 DreamWorld (Ours) 545 245 486 254 60.1 327 52.9 262
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(a) Build the packed H3-World sequence
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(b) Adapt the H3 block
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Figure 3. Overview of H3-WORLD. (a) Latent-aligned action prompts are independently encoded and packed with the
static semantic condition, initial observation, and video latents. (b) MiniMax-H3 processes the packed sequence through
single-stream self-attention. (c) LoRA adapts the attention projections under single-egress routing, which connects each
action span directly to its matched video latent and retains bidirectional attention among video latents.
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Advanced Diffusion Models: H3-World

Figure 6. Action-conditioning interfaces on a held-out clip. GT provides the recorded reference motion. Direct additive-
bias and FiLM conditioning yield limited or inconsistent responses to the recorded controls, while text-based H3-WORLD
produces coordinated character and camera changes.

University of Science and Technology of China | 2026 | sherrylone.github.io 97



anced Diffusion Models: Other Application
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image.
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(b) Details of the detection decoder/head.
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Method | VLM Backbone |Training Dataset Additional Dataset|A-847 PC-459 A-150 PC-59 Cityscapes
ODISE [99] CLIP ViT-L/14 Stable Diffusion| COCO-Panoptic 3 110 138 287 553 -
OVSeg [56] CLIP ViT-L/14 Swin-B COCO-Stuff v 90 124 206 557 -
SAN [100] CLIP ViT-L/14  Side Adapter |  COCO-Stuff x 124 157 299 518 -
SCAN [58] CLIP ViT-L/14 Swin-B COCO-Stuff X 140 167 335 593 -
CAT-Seg [17] CLIP ViT-L/14 - COCO-Stuff X 160 238 3L5 620 -
MAFT+ [43] ConvNeXt-L - COCO-Stuff x 151 216 361 594 -
SED [96] CLIP ConvNeXt-L - COCO-Stuff X 139 226 352 60.6 -
Mask-Adapter [55]| CLIP ConvNeXt-L - COCO-Stuff x 162 227 382 604 319
SegdDiff [46] CLIP ViT-L/14 Stable Diffusion| ~ COCO-Stuff x - - 352 512 260
HyperCLIP [65] | CLIP ViT-L/14 - COCO-Stuff x 163 241 382 642 -
OVSNet [59] CLIP ViT-L/14  ResNet-10lc | COCO-Stuff X 162 235 371 620 -
DPSeg [112] CLIP ConvNeXt-L - COCO-Stuft X 157 241 371 623 -
SemLA [66] CLIP ConvNeXt-L - COCO-Stuff X - - 369 622 -
ESC-Net [50] CLIP ViT-L/14 - COCO-Stuff X 181 270 418 656 -
DiGSeg (ours) | CLIP VIT-L/14 Stable Diffusion| ~COCO-Stuff x 199 202 432 684 38.5

(+1.8) (+22) (+14) (+28) (+0.6)

OVSeg [56] CLIP ViT-B/16  ResNet-10lc | COCO-Stuff v 71 1.0 248 533 -
SCAN [58] CLIP ViT-B/16 Swin-B COCO-Stuff X 108 132 308 584 -
EBSeg [72] CLIP ViT-B/16  SAM ViT-B | COCO-Stuff X 11173 300 567 -
SED [96] ConvNeXt-B - COCO-Stuff X 114 186 316 573 -
CAT-Seg [17] CLIP ViT-B/16 - COCO-Stuff X 120 190 318 575 -
OPMapper [89] | CLIP ViT-B/16 Swin-B COCO-Stuff X - - 3L0 583 -
ESC-Net [50] CLIP ViT-B/16 - COCO-Stuff X 133 211 356 590 -
HyperCLIP [65] | CLIP ViT-B/16 - COCO-Stuff X 123 102 321 585 -
Mask-Adapter [55]|CLIP ConvNeXt-B - COCO-Stuff X 142 179 356 584 352
DPSeg [112] CLIP ConvNeXt-B - COCO-Stuff x 125 201 333 584 -
DiGSeg (ours) | CLIP ViT-B/16 Stable Diffusion| ~COCO-Stuff X (12.; (2'“;:) (371f) (%Z) (‘T‘ﬁ'i)

Table 1: Quantitative evaluation on open-vocabulary segmentation bench-
marks All methods are evaluated on A-847, PC-459, A-150, PC-59, and Cityscapes.
‘We highlight the best, while the second-best results are underlined. Improvements over
the second-best are highlighted in green.
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